
Problem A

This problem can be solved by reading the input line by line and breaking each line on
whitespace. That is, we want the array part ("Z[3.5]"), the "+=", and the number to add. This
can be achieved using std::cin in C++, Scanner in Java, and splitting on whitespace in
python. There also exist other I/O methods including regex or scanf. Once we have the parts
of the input we want, we can extract the first character, the part of the index before the ".5",
and the number we add to the array location. The most difficult part of this is finding the
index, which can be achieved by calling array_part.substr(2, array_part.size()-3) or similar.
Using the part of the index before the ".5" lets us essentially treat the array like a zero
indexed array. We can maintain the values in each array ("A", "B", ...) by keeping an ordered
map for each where the key is the index. Later, we can iterate through the possible arrays
("A", "B", ...), and through the ordered map and print out the corresponding values as long as
they aren't zero. Be careful to convert the index string to an actual integer, otherwise the
sorted order may not be what you expect.

Problem B

Dynamic programming can be applied to solve this problem. Define f(x, i) to be the number
of ways to make a sequence that alternates between "0" and "1" that ends with a "1" (not
necessarily a binary flip) for the suffix of the string starting from i such that the next digit is x
(x is either "0" or "1").

f(x, i) = f(x, i+1) if input_string[i] != x, else (f(x, i+1)+f(not(x), i+1)) mod (1e9+7)
f("0", i) = 1
f("1", i) = 0

We could call f("1", 1) (assuming 1 indexing) to count the number of binary flips. However,
this will also count sequences of length 1 (the sequence consisting of just "1"). There are a
few ways to deal with this. We can subtract the number of "1"s from the answer (being
careful of the mod).

The state space of this DP function is 2*O(N), and the recurrence only takes O(1) time to
compute. So the final complexity is O(N).

The modulo in the problem can seem daunting, however, modulo arithmetic is actually easy
once you know how. Also, it's a good way for us judges to avoid forcing you to use big
integers (C++ users should be thanking us). This gist is that addition and subtraction (also



multiplication) always work out the same modulo M. For example (a+b+c*d) mod M = ((a+b)
mod M + (c*d) mod M) mod M.

Problem C

The judges are well aware that a large part of this problem is making sense out of the
problem statement. In our defense, codenames is hard to explain in text! It's a great game
though, and, since you already know many of the rules, we strongly recommend it.

A common misconception with the problem is that Alice and Bob should give the hints in the
order they are given in the input. This is not the case. They can give the hints in any order.
Further, hints can be reused.

It turns out that the problem can be solved with dynamic programming. In particular, we can
represent the current state of a game by a bitset of which codenames have already been
played, and a bit representing which player (Alice or Bob) has the next turn. The recurrence
relation for our DP must try each possible hint. See the following link for a tutorial on
dynamic programming with bitsets:
https://www.hackerearth.com/practice/algorithms/dynamic-programming/bit-masking/tutorial/.
There are a number of implementation details.

Specifically, the rules about how the game ends can be difficult. One must remember that, as
soon as the assassin is guessed, the current team loses. If there are no hints that have
unguessed codenames, then the current team loses. If the last card for a team is guessed
(regardless of which team guesses it), then that team wins.

It is convenient to replace the codenames with numbers 1 to 16. However, if you do this, you
must be careful when sorting the codenames that are guessed in each hint. Recall that they
must be guessed in lexicographical order.

The complexity of this solution is ~= 2^16*O(H), which is definitely fast enough.

Problem D

We are asked to check if a list of matches comprises a valid tournament. One way to do this
is to simulate the tournament. Consider the following process:



(1) Go through all the matches, and find all the players that played in only one match--these
must be all the losers in the 'first' round.
(2) Check that all the players who aren't losers played exactly 1 loser, and every loser played
against exactly 1 non-loser. This must be the case, since every non-loser must have been
paired with a loser in the first round.
(3) Remove all the matches containing a loser.

If we apply steps (1) to (3), then we have ensured that the first round in the tournament is
valid. Also, we're now in a state where all the matches remaining are from later rounds. This
means that we can just apply steps (1) to (3) again, and check that the second round is
valid, and so on for all the rounds.

Problem E

We are asked to connect up a weighted graph in a particular way. Let us only consider
submarine power cables, and ignore the difficulty of finding the cost of upgrading the power
grid in an island. The question is asking us to find a set of submarine power cables that
connects all the islands and has minimum cost. Let us make a graph out of the submarine
power cables and islands. The cost of an edge is the cost of upgrading the two
corresponding islands and the cost of installing a submarine power cable. The minimum cost
to connect all the islands is described by a minimum spanning tree in this graph, which is a
classic algorithm problem.

However, we still need to find the islands, and determine the cost of doing an upgrade to the
power grid of an island. To find the islands, we can look at only the power lines (and not
submarine power cables). Any collection of nodes that are connected by edges in the graph
of only power lines is an island. In other words, each connected component is an island.
These can be found efficiently by using union-find, or by running a DFS or BFS from each
node. The minimum cost to upgrade the power grid of an island is actually just the minimum
cost spanning tree of the power lines in that island!

Thus, we can solve the problem by running a minimum spanning tree algorithm for each
island, then running a minimum spanning tree algorithm for the graph of islands and
submarine power cables.



Problem F

This problem can be solved by trying every pair of character to 'find' and character to
'replace'. For example, try each of ('A','A'),('A','B'),('A','C'),...,('E','E'). For each of these pairs,
we can determine the score by iterating through the string and checking the number of
matches after doing the find and replace. The maximum score over all pairs is the answer.

Problem G

This problem had some interesting flavor text. It also can be a bit difficult to code due to
various edge cases.

There is an important first observation required before we achieve a solution. In an optimal
solution, the blue rectangle will either not move from its initial location, or will touch the edge
of a red rectangle, or the edge of the slide area. For example, the right edge of the blue
rectangle may either not move, or move to the left edge of some red rectangle, of the right
edge of the slide area; or the upper edge of the blue rectangle may either not move, or touch
the bottom edge of a red rectangle, or the upper edge of the slide area; and so on.

This implies that it may be sufficient to check every possible edge of a red rectangle and the
slide area just once. In fact, this can be achieved using a sweep line algorithm. Let us just
consider without loss of generality just the case in which the blue rectangle's right edge
touches the left edge of a red rectangle. We can have three other similar sweep lines for the
case of the left edge of the blue rectangle, the upper edge, and the bottom edge. We can
deal with the remaining cases (not moving or touching the edge of the slide area) separately.

Let us make an event for the left edge of each red rectangle. Call these 'start' events. Let us
also make events for the right edge of each red rectangle. Instead of putting this event
where the right edge of a red rectangle is, put it at the right edge plus the width of the blue
rectangle. Call these events 'end' events. The end event indicates when we could first place
the blue rectangle such that it does not overlap with the corresponding red rectangle.

While processing these events from left to right, we create an interval for each start event,
and remove the corresponding interval when we see an end event. Note that if end events
happen at the same time as start events, the end events should be processed first. Now,
after processing some events, we know that any location covered by an interval is not safe
to slide our blue rectangle to. We can sort these intervals and sweep through them from top
to bottom to find the 'gaps' where it is safe to place our blue rectangle. We can efficiently



check if our blue rectangle can be placed in any of these gaps, as it should always be placed
at the top or bottom of the gap, or not moved up or down. We've left a few details out here
that are best worked out by drawing some pictures with pen and paper. These include
whether you should place the blue rectangle at the top or bottom of each gap, and that we
must check the slide area for each possible placement of a blue rectangle in a gap. It should
be noted that the gap checking part of the algorithm should happen after end events are
processed at a certain x-coordinate, but before start events are processed at that
x-coordinate.

It takes O(N log N) time to sort the intervals, and there are O(N) events. This gives us a
complexity of O(N^2 log N) for the sweep line. It is possible to speed up the sort to achieve
O(N). In fact, a total complexity of O(N log N) can be achieved for this problem using a
segment tree to handle the set of intervals from red rectangles.

Problem H

This problem might appear to be straightforward, but there a number of tricky cases to
consider. The general approach is to try every possible location to place a house at, and
loop through the polyomino description to build the polyomino and score that placement of
the house.

The length of the string describing the polyomino, M, can be 0. This means that you need to
be careful. Consider some code like "cin >> M >> polyomino_string". If M==0, then you
shouldn't read in polyomino_string, since it is empty. Another tricky case to consider is that
the house polyomino can be placed outside the grid. One must be careful to avoid out of
bounds access in checking the grid of values. One must also be careful to try placing the
polyomino at least the length of the polyomino string outside the grid. We also need to deal
with the case where the polyomino is completely outside the grid. One way of doing this is
making sure the minimum value the answer could have is zero.

Problem I

This problem involved dealing with keeping some totals of items where the names are
pluralized if there is more than one item. One viable solution is to keep a map from item
name to running total. As we go through the list of scanned items, we read in the number of
items to add, and the name. Then, we remove the last character from the name iff the



number of items in greater than 1. We can then process the list of removals in a similar way.
Finally, we can iterate through the map to determine the answer.

Problem J

Some may be surprised to find out that this question is actually a shortest path algorithm
question. First, observe that the constraints for rows can be solved independently of the
constraints for columns. Now, let us just consider the row constraints without loss of
generality. Say that i_r is the row the i-th juniper should be placed at. Now, make a graph
containing n+1 nodes where each corresponds to a juniper, and there is a special n+1-th
node that has a directed edge of weight zero to every other node. We are going to construct
this graph in such a way that the shortest path from our n+1-th node to the i-th node
corresponds to a valid row assignment for i_r.

We have constraints of the from x_r must be at least s larger and at most t larger than y_r.
We can treat these as two separate constraints.

For the first, consider the following construction: make an edge from the node for x to the
node for y with weight -s (negative s). Now, the shortest path to y must be at least s less
than the shortest path to x. Thus, x_r - s >= y_r.

For the second, consider the following construction: make an edge from y to x with weight t.
Now, the shortest path to x can be no more than t greater than the shortest path to y. Thus,
x_r + t <= y_r.

Now, if there is a negative weight cycle in the resulting graph, then no solution is possible.
Otherwise, running the Bellman-Ford algorithm from the n+1-th node will (sort of) find an
assignment of rows for our junipers. It can also be proved that, because we find the shortest
paths, all the assignments will be non-positive, and the minimum value will be maximized.
So, if we simply add g to each assignment, we get a a valid row placement, and can check
that it is in our g by g grid.

Problem K

This problem asks us to find a pair of elements in a list that have maximum sum. However,
there are no carries! This problem can be solved using a trie. We will use a 10-way trie
where each edge represents one of the digits '0'-'9'. One solution is to iterate through the list



of numbers adding them to the trie as we go. Before we add a number to the trie, we can
use the trie to find the maximum sum possible using our current number and any number
that came before it in the list.

This can be done by exploring the trie from the root. This is equivalent to considering our
current number, and the numbers in the trie, in order from most significant digit to least
significant. It is best always to only consider options that have the largest possible sum in the
most significant digital. As such, we take the digit with the largest sum (modulo 10) in the trie
(such that the subtree exists), and recursively check that subtree against the next most
significant digit of our number.

Problem L

This problem could seem daunting at first, but is actually quite approachable with the right
ideas. However, there are actually many constructive algorithms that can be used to solve
the problem. One works as follows.

Start at the top left corner. Put the minimum of the row sum and the column sum into that
location. Update the row and column sums. While the remaining column sum is zero,
increase the column. While the remaining row sum is zero, increase the row. If we get to the
bottom right of the grid, we've got a solution. If not, then there cannot be a solution, as the
sum of row sums must have been different to the sum of column sums.

Problem M

The output of the machine corresponds to the input when the output is a permutation of the
input. There are several ways to check if one sequence is a permutation of another. One
way is to sort both sequences, and then check that they are equal.


